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MARKET DYNAMICS 

Data Management for Supercomputing 

Supercomputing is typically measured in (what else?) computing power. The most simple metrics of a 
supercomputer’s prowess look at the number of processing elements (e.g., cores) or the theoretical peak 
calculation capability (e.g., flops). And when it comes to running a benchmark, the yardstick for inclusion on the 
TOP500 supercomputing rankings

1
 is LINPACK, which notoriously stresses maximum computational capability 

over other aspects of system performance. 
 
Real use cases, of course, can (and usually do) vary significantly from corner-case benchmarks. To meet real-
world demand across a wide applications base, supercomputer and cluster architectures must balance 
processing power with system bandwidth, memory latency, data management, and a host of software issues in 
operating system overhead and job management. In the end, the real metric of performance is time to solution, 
or how well the computer enables the scientist, engineer, or analyst to achieve new insights. 
 
For supercomputing labs accustomed to these challenges, parallel file systems are one critical technology for 
maintaining efficient performance at scale. Just as the operating system is the primary interface for the server 
elements, the file system is the primary interface for accessing or moving data, which is critical for keeping data-
hungry processing elements working near their full potential. File systems route data traffic through an I/O 
server, which handles data requests from the application. At scale, this I/O server can become a significant 
bottleneck. Parallel file systems distribute these 
requests across multiple I/O servers, allowing 
data management to scale with the size of the 
supercomputer. 
 
At present, the most commonly deployed 
parallel file system is Lustre, and its adoption is 
growing across the HPC industry.

2
 With its 

open-source heritage, Lustre is primarily used 
by academic and government supercomputing 
labs. Gaining greater adoption across broader commercial application categories is on the agenda for Lustre 
development. As data and I/O requirements grow in commercial markets, technology vendors – including Cray 
– are poised to help Lustre address a wider range of workloads in standard IT environments. 

  

                                                      
1
  http://www.top500.org. 

2
  Intersect360 Research HPC market advisory service, “HPC User Site Census: Storage,” August 2012. 

“Through its leadership and involvement 

with OpenSFS, Cray advocates for the 

development of features that drive 

efficient performance at scale." 
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It Takes a Consortium 

As Lustre moves forward to new applications and greater levels of scalability, there are many stakeholders 
interested in particular areas of development. Lustre has a somewhat convoluted history. The original 
developer, Cluster File Systems, was acquired by Sun Microsystems 
in 2007, and Sun itself was then acquired by Oracle in 2010. But 
when Oracle announced it would only support Lustre on its own 
hardware, it gave rise to industry consortia – Open Scalable File 
Systems (OpenSFS) in the U.S. and European Open File Systems 
(EOFS) in Europe – interested in Lustre’s future multi-platform 
development. Commercial organizations such as Xyratex and 
Whamcloud also began offering Lustre development and support. 
Whamcloud was acquired by Intel in 2012, and in early 2013 Xyratex 
acquired Oracle’s remaining Lustre assets, including the trademark, 
logo, and website.  
 
The OpenSFS consortium represents the varied interests in ongoing, 
high-performance Lustre development, including both academic and 
commercial interests across the vendor and end user communities. 
With such a history and key success factors varying by segment, the 
danger in Lustre would be the possibility of its development forking 
into different distributions with their own priorities, thereby preventing 
Lustre from ever gaining broad acceptance as a standard offering. 
OpenSFS exists to coordinate the multitude of interests and to 
implement a single, industry-driving standard for performance. 
 

INTERSECT360 RESEARCH ANALYSIS 

Cray, an iconic provider of supercomputing technologies, has been steadily involved in Lustre throughout its 
history. Cray first connected multiple supercomputers to a shared 
Lustre file system at the Danish Meteorological Institute in 2007, and 
today many Cray customers, such as Oak Ridge National Laboratories 
(ORNL) and the National Center for Supercomputing Applications 
(NCSA), are experienced Lustre users who strive for ever greater 
performance on the world’s most scalable supercomputers. These labs contribute their requirements in the path 
to exascale computing and its demands for high-throughput data management. 
 
Cray itself is heavily involved in OpenSFS. Through its leadership and involvement in the board and underlying 
committees, Cray advocates for the development of features that drive efficient performance at scale, such as 
distributed name spaces or de-clustered metadata.  
 
Meanwhile current Cray storage solutions embody the high end of Lustre scalability. Cray’s Sonexion scale-out 
storage system has already demonstrated over one terabyte per second of aggregate I/O write bandwidth on 
Lustre, a mark Cray has claimed it is the first to achieve over a single file system. In addition, Cray has close 
business connections with most of the technology providers involved in OpenSFS, including DDN, Intel, 
Xyratex, NetApp, and EMC. This technology-inclusive view puts Cray’s board-level membership in a position to 
help steer Lustre in a direction that benefits HPC customers without lock-in to a particular storage solution. 
 

Cray Sonexion  

Scale-Out Storage System 

Source: Cray 
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Of course, there is more to the market than the supercomputers at its zenith, and Lustre still has work to do if it 
will become accepted as a commercial file system. Trends in Big Data represent a tremendous growth 
opportunity for parallel file systems in general, as both HPC and non-HPC end users cite I/O scalability as the 
top pain point in evaluating systems for Big Data applications.

3
 Cray addresses these markets with its YarcData 

division and uRiKA graph appliance computers and with the Intel Hadoop distribution on the Cray CS300 line of 
servers, and the company is well-positioned to help Lustre make the transition to those business segments. 
 
Cray’s work in the national lab setting pays benefits in the potential migration to commercial usage. 
Performance benefits are obvious. For example, using techniques developed at ORNL, Cray uses fine-grained 
routing techniques to improve front end network performance and management. Another major factor for 
commercial adoption is enterprise stability and reliability. File system instability can be significantly amplified at 
scale, and as Cray builds out file systems for its supercomputing customers, Cray tests configurations and finds 
and fixes bugs; those fixes make their way back into Lustre through OpenSFS.  
 
Possible future enhancements in Lustre could make it easier to adopt in traditional IT settings. For example, if 
Lustre were to be accepted as a standard component of the Linux distribution, it could gain automatic entry into 
organizations that support Linux. In other cases, the potential to use pNFS or other file system extensions as 
front ends to a Lustre backend could shepherd Lustre in under a more established IT protocols. 
 
The strength of OpenSFS is that it can balance both general enterprise and traditional HPC requirements. 
Working inclusively with other technology vendors, Cray has carved out a role in representing customer-driven 
supercomputing requirements for Lustre. In the future, Lustre can continue to grow in enterprise adoption as 
well, which stands to benefit Cray, its partners, and the broader Lustre community.  

 

 

                                                      
3
  Intersect360 Research special study: “Big Data Requirements for High-Performance Technologies,” 2012. 


